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Introduction to R
Introduction
The goal of this primer is to provide you with an introduction to the statistical software R and some of the basic
graphing and statistical approaches that might be needed for your report. This introduction consists of a series of short
self-learning modules designed to outline basic functions required to manipulate and analyze data and the R sessions
in the course will conclude with some tips to get you started on collecting data in a way that will help with downstream
analyses. In this primer we outline R and RStudio and both will need to be installed. When you open R, you will see
the basic command-line console version of R. RStudio is an Integrated Development Environment (IDE) for R, that
provides a few more bells and whistles and tends to ease the introduction to R. Upon first read some of this information
might be overwhelming, but remember that the main purpose is to provide some background and reference information
and we will work with you to prepare your data in the proper format and analyze your data for your report. No need
to be overwhelmed!

What is R?
R is a programming language and software environment for statistical computing and graphics created by Ross Ihaka
and Robert Gentleman1. The development and distribution of R is carried out by a group of statisticians known as
the R Development Core Team and is distributed under the terms of the GNU Public License. Thus, R can be freely
downloaded from the Comprehensive R Archive Network (CRAN) website http://www.r-project.org, providing one
of the main benefits to learning and using R for statistical analysis. Most commercial statistical packages that are
comparable to R cost > $1,000 per license.

Installation of R software is straight forward for all major platforms and instructions are provided on the website.
Most of the analyses and tasks that are conducted in R are done through the command-line interface and thus, for the
non-programmer the learning curve for this software may be steeper than for most point and click statistical programs.
There are, however, several advantages of using R and the command-line setup that make putting the effort into
learning this program well worth your time:

• It’s free! No matter what lab, agency or company you go on to work with, R can go with you.

• R is a relatively simple programming language, allowing you accomplish a lot with minimal lines of coding.

• In the past, researchers have needed to learn multiple software packages to conduct their analysis and display
their results. Because R is open source and relies on user contributed packages, a wide variety of general and
specialized analyses and plotting functions can be conducted in R. This reduces this need to learn multiple
software packages.

• Works nicely with other scripting languages and open source software used for a variety of tasks, including Ge-
ographic Information Systems ( GRASS,QGIS). In fact this document was created using a LATEX based software
(http://www.lyx.org), which has been integrated with R to automatically incorporate the input and output of R
commands.

• If used properly, command-line scripting keeps detailed records on your analyses. This makes is easy to share,
repeat and modify your work at a later date. This is an important point. One of the most important components
of good science is replicability. Most research requires many steps from organizing and checking the data to
conducting the analysis. Using statistical software that allows you to point and click through your analysis does
not usually leave any record of what exactly has been done. Thus, it can be difficult to remember and exactly
replicate the data manipulation and analyses. Using command-line scripting requires the analyst to type out
a line of code for every action they want to perform. For those of us interested in applied science that can
potentially influence land and wildlife management decisions, replicability is particularly important.

• The use of R is expanding in all fields and having even moderate skills with this software can help land a job in
your field!

1Ihaka R. & Gentleman R. 1996. R: a language for data analysis and graphics. Journal of Computational and Graphical Statistics 5: 299-314.
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Before you begin
There are four important things that you should note about R and this manual that will help you as you work through
the primer:

• Throughout this manual text following “>” is text to be typed in to R, with results that you should see in R
following this text. Text following a “#” are not read by R and are used to comment the code. We use # marks
to provide you with information about a particular command or function.

• There are subtle differences between working with a Mac and Windows machine. This primer has been set up
with a Mac, but we will try to point out where differences exists

• When working in the R console, the up and down arrows can be used to retrieve past commands, saving you
from re-typing it.

• If you see a + prompt, it means R is waiting for more input. Often this means that you have forgotten a closing
parenthesis or made some other syntax error. If you cannot figure out its meaning, hit the escape key and start
the command fresh.

• Before you begin any analysis it is important that you tell R the home directory that you will be working in by
using the command setwd(“path to folder”). It is important that you include the quotation marks (“”) around
the pathname. It is also important that you have write access to the drive that you are using for your working
directory. Please keep this in mind if you are using multiple computers. Before you begin working through this
manual, make a folder set your working directory with the command below.

setwd("Path-to-folder")

# example with with Mac comptuer

setwd("/Users/jrow/funRwork")

# example with with windows comptuer

setwd("C:/Users/jrow/funRwork")

• For the majority of the first module you will likely be entering your commands directly in the console window.
However, when conducting analysis or you should use a script file which provides detailed records of your
commands. This allows you to save and recall your work at any time.You can open a script file in the console
through ’File -> New Document (New Script in Windows) in the menu. To run commands that you have typed
in the script file, place you cursor on, or highlight the line you wish to run and hit ’apple-R’ or ’control-R’ for
windows.

• In R, tasks such as calculating means, conducting statistical analysis or generating plots are completed through
the use of functions. A function in mathematics is something that relates an input to an output. It has three basic
components an input, a relationship, an output. The function defines the relationship. The arguments are the
variables or inputs required for the function to produce the desired output. For example, a function to calculate
the mean height of everyone in the class would require 1 argument: the height of each person. The function
calculates the number of people (n) based on the number of observations and outputs the mean by summing all
individual heights and dividing by n. We will go through many examples of functions throughout the primer.
Functions in R accept arguments, which are used to complete the task (produce output) and use the following
syntax: > functionname(argument 1, argument 2, ...)

– The arguments are always surrounded by (round) parentheses and separated by commas. Some functions
(like data()) have no required arguments, but you still need the parentheses.

– If you type a function name without the parentheses, you will see the code that is the basis for that function
including the required arguments.
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Getting help in R
The list of functions available within R is much too great to provide even an adequate summary. There are, however,
online resources available that we expect you to draw on through these modules. Searching “R” and “Type of analysis”
in a search engine will often produce code and sometimes tutorials for the analyses you are looking to undertake. You
might want to check out some cheat sheets compiled by R http://r-dir.com/reference/crib-sheets.html to help you get
an idea of the scope of available functions. There are also a variety of ways to get help within the R software. If you
type a ’?’ followed by the command or help(command) will pull up a help file document with the follow structure:

Description: Brief description.

Usage: For a function, gives the name with all its arguments and the possible options (with the corresponding
default values); for an operator gives the typical use.

Arguments: For a function, details each of its arguments.

Details: Detailed description.

Value: If applicable, the type of object returned by the function or the operator.

See Also: Other help pages close or similar to the present one.

Examples: Some working examples of the function or operator.

Other methods for obtaining help when you do not know the exact name of the command you are looking for is to use
?? or help.search with a key word. This will give a list of commands with topics that match your key word.

1 Module 1: Beginning with R
The purpose of the first module is to introduce you to the basic set-up of R and how it is used effectively. For this
module we will generate most of our own data through built in functions (i.e., we will not be using data collected in
the field).

1.1 Defining R objects
A fundamental concept of R is that when R is running, data and results are stored in the active memory in the form
of objects, which are all assigned a name by the user. The user can then do actions on these objects through the use
operators or functions. Objects can be stored in a few ways and understanding how objects are created, their formats,
and what they mean is an essential first step in learning R. The most basic form of an object is a scalar (i.e., single
value), which can be creating using the “assign” operator. The assign operator is simply a less than sign followed by
a minus sign or an equals sign. Work through the following examples by typing the code into the R console to get an
appreciation for how this works.

n <- 15
n

## [1] 15

n = 15
n

## [1] 15

n <- "wildlife"
n

## [1] "wildlife"
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x <- 8
X <- 1
x

## [1] 8

X

## [1] 1

Two things of note in the example above, 1) R is case sensitive with ’x’ being different than ’X’, and 2) if an object
exists and is assigned a new name, the previous value is erased without any warning. Thus, it is important to pay
attention to the variables you create and those which are already stored in your active memory. You can get a list of the
names of variables in memory with the ls() command or for the variables with some details on the objects use ls.str().
To remove objects from the active memory you can use the rm(’object’) command. Look at the example below and
note that we use rm(list=ls()) to list and remove all objects in the active memory. You will also notice the use of the
semicolon to separate commands on the same line.

rm(list=ls())
name<-"John"; n1<-25; place<-"Waterloo"; t2<-7.5
ls() # short summary

## [1] "n1" "name" "place" "t2"

ls.str() # long summary

## n1 : num 25
## name : chr "John"
## place : chr "Waterloo"
## t2 : num 7.5

# Removing single or all objects

ls()

## [1] "n1" "name" "place" "t2"

rm('name'); ls() # remove single object

## [1] "n1" "place" "t2"

rm(list=ls()); ls() # remove all objects

## character(0)

In addition to having a name and value(s), all objects also have associated intrinsic attributes such as the mode of
the variable (numeric, character or logical (TRUE or FALSE)) and length (number of stored values). Objects can also
be grouped into the different formats and the classes and modes commonly used are listed below:

Class modes combine modes?
vector numeric, character, or logical No
factor numeric or character No
matrix numeric, character, or logical No
data frame numeric, character, or logical Yes
list numeric, character, logical Yes

As with scalars, vectors (a one dimensional grouping of variables) and matrices (a two dimensional grouping of
variables) can easily be created and stored in R. Below we introduce you to the various ways that this can be done.
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Remember that text followed by “#” is not read by R and is just there to provide information about a particular
command. In the example code, output from R is proceeded by ’##’, but you will not see this in your own output.
Also note that for the sake of brevity many commands below are not assigned to an object (unless we want to prove a
particular point) and thus are not stored in active memory.

# c() binds numeric or character strings together in a vector

Y<-c(2.1,2.4,3.5,5.2,6.8,7.9)
Y

## [1] 2.1 2.4 3.5 5.2 6.8 7.9

length(Y) # displays the length of Y

## [1] 6

mode(Y) # displays the mode of Y

## [1] "numeric"

Y<-c("Jeff","Suzi","Michelle","John") # c() can also be used for characters

Y

## [1] "Jeff" "Suzi" "Michelle" "John"

length(Y)

## [1] 4

mode(Y)

## [1] "character"

# create a sequence from 1 to 10

c(1:10)

## [1] 1 2 3 4 5 6 7 8 9 10

# create complex sequences using the seq() or rep() functions

seq(from=1,to=3,by=0.5) # create sequence from 1 to 3 counting by 0.5

## [1] 1.0 1.5 2.0 2.5 3.0

rep(x=1:3,times=4) # repeat 1 to 3, 4 times

## [1] 1 2 3 1 2 3 1 2 3 1 2 3

Clearly, this is not the most efficient way to enter data. As mentioned above, we are using these examples before
digging into real datasets to give you a better understanding of how R works, and how R ’sees’ the information you
provide.

One function that we use regularly to generate fake (i.e., simulated) variables for example purposes is the sample()

function. Sample generates a set number of random numbers (size in the function below) within a range (x in the
function below). The replace option specifies whether you can have the same number twice (replace=TRUE) or not
(replace=FALSE). Remember again that R is case sensitive and when using logicals “TRUE” or “FALSE” must always
be in capitals. Below we generate 50 random numbers, with replacement (i.e., the same number can occur more than
once), between the values 1 and 100. We then calculate some summary statistics.
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Y<-sample(x=1:100,
size=50,replace=TRUE) # generate 50 random numbers between 1 and 100.

length(Y)

## [1] 50

mean(Y)

## [1] 53.42

min(Y)

## [1] 2

max(Y)

## [1] 100

summary(Y)

## Min. 1st Qu. Median Mean 3rd Qu. Max.
## 2.00 33.25 52.50 53.42 78.00 100.00

So far we have only been dealing with one dimensional data in the form of a vector. The majority of data that you
will analyze or interpret throughout your academic and professional careers will be two dimensional. For example,
imagine data collected on the habitat use of a species of snake. You will likely have collected several pieces of data
about each individual that you will want to store and analyze together. We will start with 2D data by generating
matrices using the “matrix” command. Matrices are similar to vectors in the sense that they can only contain data
that have all the same mode (i.e., are of the same type). Although this makes their usage limited when dealing with
biological data, they have an important function when conducting matrix algebra.

matrix(data=1:4,ncol=2,nrow=2) # fill a 2 x 2 matrix with values 1 to 4

## [,1] [,2]
## [1,] 1 3
## [2,] 2 4

matrix(letters[1:9],ncol=3,nrow=3) # fill a 3 x 3 matrix letter a to i

## [,1] [,2] [,3]
## [1,] "a" "d" "g"
## [2,] "b" "e" "h"
## [3,] "c" "f" "i"

Y<-matrix(data=1:25,ncol=5,nrow=5)
Y

## [,1] [,2] [,3] [,4] [,5]
## [1,] 1 6 11 16 21
## [2,] 2 7 12 17 22
## [3,] 3 8 13 18 23
## [4,] 4 9 14 19 24
## [5,] 5 10 15 20 25

Y<-as.data.frame(Y)
Y
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## V1 V2 V3 V4 V5
## 1 1 6 11 16 21
## 2 2 7 12 17 22
## 3 3 8 13 18 23
## 4 4 9 14 19 24
## 5 5 10 15 20 25

class(Y)

## [1] "data.frame"

data1 <- data.frame(species = rep("P.gloydi", 6),
sex = factor(rep(c("male","female"),3)),
mass = c(400,500,300,450,600,300),
length = c(50.2,60.3,49.7,52.5,57.2,64.2))
data1

## species sex mass length
## 1 P.gloydi male 400 50.2
## 2 P.gloydi female 500 60.3
## 3 P.gloydi male 300 49.7
## 4 P.gloydi female 450 52.5
## 5 P.gloydi male 600 57.2
## 6 P.gloydi female 300 64.2

Again, we don’t typically enter data in this way. We will cover how to import data from other programs later.

1.2 Subsetting R objects
Now that you have learned about, and how to build the main types of objects available in R, it is important to learn how
to subset them. The convention for subsetting an object is to list the object with the desired subset in square brackets.
For example, to subset a vector use the following code.

Y <- c(2.1,2.4,3.5,5.2,6.8,7.9,10.2,11.2,11.5,12.4)
Y[4] # select the fourth value

## [1] 5.2

Y[1:5] # select the first five values

## [1] 2.1 2.4 3.5 5.2 6.8

Y[5:10] # or the last five values

## [1] 6.8 7.9 10.2 11.2 11.5 12.4

For two dimensional data such as matrices and data frames you will need two numbers (separated by a comma)
in the square brackets. The first specifics the row or range of rows, and the second specifies the column or range of
columns (If your old its helpful to think of RC Cola to remember the order: rows, then columns. You have not likely
heard of RC Cola, but you get the point, think of something meaningful to you). For data frames you may also want
to extract the column headers of names of columns, which you can replace if you wish to change the name of one or
more columns. Below are some examples.

# set up 2 dimensional data frame

data1 <- data.frame(species = rep("P.gloydi", 6),

7



1.2 Subsetting R objects Row, Lougheed & Bulté; Ecology of Amphibians and Reptiles

sex = factor(rep(c("male","female"),3)),
mass = c(400,500,300,450,600,300),
length = c(50.2,60.3,49.7,52.5,57.2,64.2))
data1

## species sex mass length
## 1 P.gloydi male 400 50.2
## 2 P.gloydi female 500 60.3
## 3 P.gloydi male 300 49.7
## 4 P.gloydi female 450 52.5
## 5 P.gloydi male 600 57.2
## 6 P.gloydi female 300 64.2

# extract names of columns

names(data1)

## [1] "species" "sex" "mass" "length"

# extract the first column

data1[,1]

## [1] P.gloydi P.gloydi P.gloydi P.gloydi P.gloydi P.gloydi
## Levels: P.gloydi

# extract the first row

data1[1,]

## species sex mass length
## 1 P.gloydi male 400 50.2

# extract the first 3 columns

data1[,1:3]

## species sex mass
## 1 P.gloydi male 400
## 2 P.gloydi female 500
## 3 P.gloydi male 300
## 4 P.gloydi female 450
## 5 P.gloydi male 600
## 6 P.gloydi female 300

# extract the first 3 colums and 4 rows

data1[1:4,1:3]

## species sex mass
## 1 P.gloydi male 400
## 2 P.gloydi female 500
## 3 P.gloydi male 300
## 4 P.gloydi female 450

It is also possible to call individual columns of a data frame using the names of the data frame and the name of the
column separated by a ’$’:

data1$sex

## [1] male female male female male female
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## Levels: female male

data1$length

## [1] 50.2 60.3 49.7 52.5 57.2 64.2

Often when working with data we do not know the specific location of the data we want to subset, but instead we
want to subset the data based on some condition. For example, we may want to select all the females, or all snakes
over a certain size. To do this, we typically use conditional subsets with operators which we discuss below.

1.3 Manipulating R objects
Thus far we have summarized the main types of R objects and how these can be stored in Rs active memory. Most
analyses and tasks that you will complete in R will require you to manipulate these objects and this can be done through
a variety of methods. Most of these, however, will require the use of R operators, which are used to manipulate and/or
subset all types of R objects. There are three basic categories of operators that you should be aware of and are
summarized in the table below:

Operator Description
Arithmetic

+ addition
- subtraction
* multiplication
/ division

Comparison

> greater than
< lesser than

>= greater than or equal to
<= less than or equal to
== equal to
!= not equal to

Logical

X & Y and
X | Y or
! X not

The simplest R operators are basic arithmetic, which basically allows R to act as a calculator. A couple things to
note in the examples below, 1) The results of an arithmetic expression can be stored in memory by assigning the result
to an object (for simplicity we do not do this for many of the examples) and, 2) when applying operators to vectors or
matrices the operation will be conducted on each element in the vector (not the case for data frames where you must
specific a column).

2+2

## [1] 4

2.8*15.5

## [1] 43.4

sqrt(16) # calcuate the square root

## [1] 4

a<-2+2; b<-2.8*15.5; c<-sqrt(16)
a;b;c
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## [1] 4
## [1] 43.4
## [1] 4

a<-c(1:10)
a

## [1] 1 2 3 4 5 6 7 8 9 10

a+10

## [1] 11 12 13 14 15 16 17 18 19 20

m<-matrix(10,5,5)
m

## [,1] [,2] [,3] [,4] [,5]
## [1,] 10 10 10 10 10
## [2,] 10 10 10 10 10
## [3,] 10 10 10 10 10
## [4,] 10 10 10 10 10
## [5,] 10 10 10 10 10

m+5

## [,1] [,2] [,3] [,4] [,5]
## [1,] 15 15 15 15 15
## [2,] 15 15 15 15 15
## [3,] 15 15 15 15 15
## [4,] 15 15 15 15 15
## [5,] 15 15 15 15 15

Vector arithmetic is an important concept and will be essential when working with real data and you want to
manipulate specific columns using an operator. Below we run through a series of examples where this is the case. Be
sure to check the objects and output after each line of code. If you do not understand why you got the output you did
please ask. Simply copying from this manual without examining the output will teach you little about R.

Consider the following data frame of the widths and lengths of snakes:

## species sex mass length
## 1 P.gloydi male 1.443 89.7
## 2 P.gloydi female 1.331 51.4
## 3 P.gloydi male 1.178 59.9
## 4 P.gloydi female 0.764 57.8
## 5 P.gloydi male 0.574 74.1
## 6 P.gloydi female 1.232 93.3
## 7 P.gloydi male 1.116 66.2
## 8 P.gloydi female 1.313 99.0
## 9 P.gloydi male 1.092 87.7
## 10 P.gloydi female 0.600 52.6

Suppose you want to convert the weight of the snakes from kilograms to grams (multiply by 1000) or create a new
variable body condition, which is the length divided by the mass. Both of these can be easily done using an arithmetic
operator. Recall, that if you want to call a specific column you simply use the data frame name and the column name
separated by a ’$’. If this column exists it will be replaced and if it is does not it will be created.
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# replace mass column in kg

snake_df$mass <- snake_df$mass*1000
snake_df

## species sex mass length
## 1 P.gloydi male 1443 89.7
## 2 P.gloydi female 1331 51.4
## 3 P.gloydi male 1178 59.9
## 4 P.gloydi female 764 57.8
## 5 P.gloydi male 574 74.1
## 6 P.gloydi female 1232 93.3
## 7 P.gloydi male 1116 66.2
## 8 P.gloydi female 1313 99.0
## 9 P.gloydi male 1092 87.7
## 10 P.gloydi female 600 52.6

The comparison operators are also essential to subset your data in meaningful ways. For example, consider the
snake data and the case in which you only want female snakes. Here you would use the ’==’ operator, combined
with the square brackets ’[]’, which we know is used to subset you data. In this case however, instead of using
numbers to select columns, we will use an operator to select rows that are equal to “male”. You can also use other
comparison operators such as greater than ’>’ or less than ’<’. Finally, we combine a comparison with a logical
operator. Remember that when subsetting with the [ ] the first value indicates rows and the value after the "," indicates
columns. When you want all columns, leave the number after the “,” blank, and leave the number before the “,” blank
when you want all rows.

# select only males

snake_df[snake_df$sex=="male",]

## species sex mass length
## 1 P.gloydi male 1443 89.7
## 3 P.gloydi male 1178 59.9
## 5 P.gloydi male 574 74.1
## 7 P.gloydi male 1116 66.2
## 9 P.gloydi male 1092 87.7

# Since we want all columns, the value after the "," is blank.

# select individuals greater that 1000 grams

snake_df[snake_df$mass>1000,]

## species sex mass length
## 1 P.gloydi male 1443 89.7
## 2 P.gloydi female 1331 51.4
## 3 P.gloydi male 1178 59.9
## 6 P.gloydi female 1232 93.3
## 7 P.gloydi male 1116 66.2
## 8 P.gloydi female 1313 99.0
## 9 P.gloydi male 1092 87.7

# select males greater that 1000 grams

snake_df[snake_df$mass>1000 & snake_df$sex=="male",]

## species sex mass length
## 1 P.gloydi male 1443 89.7
## 3 P.gloydi male 1178 59.9
## 7 P.gloydi male 1116 66.2
## 9 P.gloydi male 1092 87.7
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Another useful function for subsetting data frames is subset() function. Use the help files on this function and
try to use it to select only males in snake_df.

2 Module 2: Getting Started with Data!
2.1 RStudio
One of the most significant advantages of using the command-line structure in R is that, if done properly, you have
detailed documentation for everything that you do. This allows you to easily change, manipulate and share your code
with others. This process is facilitated by writing any code you use into a script file, instead of entering it directly
into R. Rstudio (http://www.rstudio.com/ide/) is an open source integrated development environment (IDE) that can
be used to facilitate this process. It gives you simultaneous access to your 1) scripts (top left panel), 2) your workspace
(bottom left panel), 3) the objects that are currently saved in your workspace (top right), and 4) your plotting window
(bottom right). Here we will show you how import data within R using Rstudio.

Now instead of copying your input to a text file at the end of you session, you will be working directly within your
script file and sending commands to your work space from the script file. If you prefer, this can also be done using
R with the built in script editor. In either case, it is essential to provide detailed information in your script file so that
you are others are able to follow and reproduce your analyses. Important information includes, but is not necessarily
limited to:

• Brief description of the script

• The date the script was created or last modified

• The author of the script

• The R version that was used when creating the script

• Any packages that are needed to run the code (see section on packages below)

Throughout the rest of this primer we suggest you create detailed script files to document your work.
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2.2 Importing, viewing and editing data
Most of the time you will not generate you own data in R and work with data that was input and stored in another
program (e.g., excel). For the purposes of getting you familiar with R, consider the data frame of eastern foxsnake
(Pantherophis gloydi) growth rates (grate) in two different regions in Ontario (region). Reptiles have indeterminate
growth (i.e., grow throughout their entire lives), but their growth rates decline as they get older. Imagine that we
wanted to make a plot that displayed growth rate as a function of their snout-to-vent length (svl; a proxy of age). We
have provided a csv file (efs_growth.csv) with some individual growth rates. Before beginning, get associated with
this data by opening it in a text editor and excel. A description of data comprised for each column is listed below.

Name Description
year year of capture
days number of days between captures.
id id of snake
region region of capture (gbi- Georgian Bay Islands National Park, essex -

essex county in southwestern Ontario)
sex sex of snake
svl snout-to-vent length of snake in mm
grate growth rate of snake over time interval
parasite is individual infected with blood parasite (y-yes, n-no)

Once you are familiar with the data table, open Rstudio (or base R) and setup a script file (do not forget to save
the script file) that you will use to enter your commands throughout this module. You can translate your commands
from the script to the workspace (i.e., run your commands), by highlighting the commands and hitting appropriate
keys (depending on mac or PC) on the keyboard. Make sure you input header information before you begin entering
commands! It is also important to set your working directory to the directory where your data is saved before
attempting to import the data.

# make sure to set your working directory

efs<-read.table("efs_growth.csv",sep=",",header=TRUE)
head(efs)

## year days id region sex svl grate parasite
## 1 2007 333 4415685726 essex f 1270 -0.353 n
## 2 2010 369 4940181800 essex m 858 1.178 y
## 3 2009 730 4962583337 essex m 1042 0.340 y
## 4 2007 357 133637351a essex f 1070 0.643 n
## 5 2007 415 133768254a essex f 915 0.815 n
## 6 2008 711 134713166a essex m 816 0.853 y

There can often be issues when importing data and thus, it is important to use summary functions to ensure that
everything imported as expected. Here we use two such functions.

dim(efs) # provide dimensions of data frame (might be useful in exercises).

## [1] 207 8

summary(efs)

## year days id region sex
## Min. :2003 Min. :102 0A00497627: 1 essex: 45 f:100
## 1st Qu.:2004 1st Qu.:356 0A00501230: 1 gbi :162 m:107
## Median :2006 Median :363 0A00501255: 1
## Mean :2006 Mean :400 0A00501452: 1
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## 3rd Qu.:2007 3rd Qu.:379 0A00501537: 1
## Max. :2010 Max. :780 0A00501617: 1
## (Other) :201
## svl grate parasite
## Min. : 696 Min. :-0.703 n:118
## 1st Qu.: 908 1st Qu.: 0.293 y: 89
## Median :1035 Median : 0.625
## Mean :1034 Mean : 0.660
## 3rd Qu.:1139 3rd Qu.: 1.029
## Max. :1404 Max. : 2.136
##

Indeed it appears that everything has been imported into R as expected. Another check that you can run is to use
the View() function which will display your data. This will display your data table in a spreadsheet format and allow
you to scroll through it.

2.3 Summarizing and manipulating data
We demonstrated some basic functions for subsetting and manipulating data frames. In many instances, however, you
may wish ( to summarize a datable using a grouping factor. For example, suppose we wish to determine the mean
growth rate for each sex. One way this can be done is using the tapply() function which applies a function to each
group within a vector. To use tapply you supply i) a numeric vector of a data frame to be summarized (X; i.e., your
variable of interest), ii) a grouping factor (INDEX), and iii) a function (FUN) to summarize the numeric vector:

tapply(X=efs$grate,INDEX=efs$sex,FUN=mean)

## f m
## 0.646 0.674

Although we used mean, tapply can be used with any built in function (sum(), sd(), length(), max(), min()) or
with a customized function of your own design. In addition to this flexibility, more than one grouping factor can be
incorporated. For example, suppose we wanted to calculate a summary table describing the growth rate for each sex
in each region. You can accomplish this using the tapply function with both the region and sex included in a list:

# create summary table using tapply

tapply(X=efs$grate,INDEX=list(efs$region,efs$sex),FUN=mean)

## f m
## essex 0.522 0.608
## gbi 0.678 0.692

Another function, aggregate() uses similar inputs, but outputs the results in a more appropriate data frame format.
In the example below each grouping variable in the ’by’ argument corresponds to a new variable in the created data
frame.

efs_summary<-aggregate(x=efs$grate,by=list(efs$region,efs$sex),FUN=mean)
efs_summary

## Group.1 Group.2 x
## 1 essex f 0.522
## 2 gbi f 0.678
## 3 essex m 0.608
## 4 gbi m 0.692
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2.4 Installing and loading packages
A important component and one of the main advantages of R is that users can write and provide packages. These
packages are essentially a series of functions that have been compiled together and can be loaded into R to make these
functions available. Without installing and loading these packages these functions are not available. Loading packages
in R can be done in R from the command-line if you know the package that you wish to install. You will likely not
need to install any packages to conduct the basic statistical analyses required for your project, but it is important to be
aware of this possibility. Packages can be installed using the input below, with dependencies=TRUE specifying that
you wish all packages that are needed to be installed at the same time. You will likely be asked to specify a CRAN
mirror (i.e., download location), so just choose Canada (ON).

install.packages('lattice',dependencies=TRUE)
install.packages('gridBase',dependencies=TRUE)

In addition to installing packages through the command line you can search for and install packages using the
’Packages -> Install Packages’ from the console or RStudio windows respectively. Once packages are installed they
must also be loaded before they can be used.

library('lattice')
library('gridBase')

2.5 Plotting data
In addition to statistical analysis and programming capabilities, R produces publishable quality graphics. For a demon-
stration of some of capabilities, type in demo(graphics) or demo(persp) into the console. Each graphical function
has a large number of options associated with it and it is not possible in this document to go through all the graphical
capabilities of R. Here, we will introduce you to basic level plotting and options and show you how to modify these
options to customize plots.

It is important to note here that graphical functions work differently than the functions that deal with data and
analyses. The graphical functions do not assign the output to an object but, instead, assign the output to a graphical
device. A graphical device is simply a window for viewing or a file for saving. In RStudio, when you create a plot,
it will appear in the plotting window in the bottom right. These plots can then be exported by clicking on Export ->

Save Plot as Image or Export -> Save Plot as PDF. In base R a plotting window will be opened automatically, or can
be opened prior to running a plot command using the quartz(width=6, height=6) (Mac) or window(width=6, height=6)
(PC) functions.

2.6 High-level plotting
High-level plotting functions in R involve creating a new plot within the plotting window. Here we use the most basic
high level plotting function plot(), to display the relationship between two normally distributed vectors, which we
create with the rnom() function:

x <- rnorm(10)
y <- rnorm(10)
plot(x,y)
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This plot is made with the default parameters, but in most cases you will want to modify these commands to
change how your plot is displayed. This can be done by modifying the default plotting parameters of par using the
par() function. When this is done all subsequent plots will use these new parameters, unless the plotting window
is cleared. When the plotting options are changed within the plot() function, these parameters will only be used for
that specific plot without changing the default parameters. In the example below we modify parameters using both
methods. Before changing the default was save them as an object so that we can return to the default if desired. We do
not describe all arguments, so for this and subsequent examples make sure you use help (e.g., ?par) to understand
what is happening with each line of code or it will not be helpful to you.

# change default parameters

par(col.axis="blue", # colour of axis values

mar=c(4, 4, 2.5, 2)) # change margins surrounding the plot

# Change options for only this plot

plot(x, y,
xlab="Ten random values", # x label

ylab="Ten other values", # y label

xlim=c(-2, 2), # limits of x axis

ylim=c(-2, 2), # limits of x axis

pch=22, # plot symbol

mgp=c(1.5,0.3,0), # position of axis lables

col="red",
bg="yellow",
bty="l",
tcl=-.25,
las=1,
cex=1.5,
main="How to customize a plot")
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2.7 Low-level plotting
Low level plotting functions plot on already existing plots. For example suppose we had preformed a regression and
wanted to add a regression line to the plot. We can do this using the abline() function to add the regression line to the
plot.

# first set up variables and plot x and y data

x <- rnorm(50)
y <- (x*10)+sample(1:50,replace=TRUE) # make y a function of x with random noise

par(mar=c(4, 4, 2.5, 2))
plot(x,y,
mgp=c(1.5,0.3,0),
cex.axis=0.6)
# add in regression line

abline(lm(y~x),col="red",lty=2) # lm(y~x) is a linear model with y a function of x
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3 Statistical analysis
3.1 Regression plots and analysis
When conducting statistical analysis it is always useful to first plot the distributions of important variables and the
relationships between variables that are of interest in the analysis. Lets assume we are interested in determining if
there is a relationship between an individual’s size (svl) and it’s growth rate. Before we conduct the analysis It would
be useful to 1) know the basic distribution of the growth rate variable, and 2) what the relationship between the two
variables looks like. First lets use a histogram plot to look at the distribution of growth rate values.

# graphing parameters

par(mar=c(2.5, 3, 1, 1))
# Plot histogram

hist(efs$grate,main="Growth Rate of Foxsnakes")
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This plot just shows the number of values (y-axis) within binned categories and shows a general normal distribu-
tion. Next we plot the relationship between snout-vent length (y-axis) and growth rate (x-axis). This plots generally
confirms our expectations and shows that as the size of an individual increases it’s growth rate decreases. We also
include a line of best fit estimated using a linear regression.

# graphing parameters

par(mar=c(4, 4, 1, 1))
# Plot females for Essex county

plot(efs$grate~efs$svl,
ylab="Growth rate (mm/day)",xlab="svl (mm)")

# plot line of best fit

abline(lm(efs$grate~efs$svl),col="red")
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Although it looks like there is a relationship, we have made no attempt to test this statistically, but can do so using
a linear regression. Here we create an object called lm1 that contains the information generated by the function lm().
To see the relevant statistical information we must use a summary() command.

# conduct linear regression

lm1<-lm(efs$grate~efs$svl)
summary(lm1)

##
## Call:
## lm(formula = efs$grate ~ efs$svl)
##
## Residuals:
## Min 1Q Median 3Q Max
## -1.3786 -0.2814 -0.0373 0.2364 1.4113
##
## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## (Intercept) 2.512591 0.216801 11.59 < 2e-16 ***
## efs$svl -0.001792 0.000207 -8.64 1.6e-15 ***
## ---
## Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
##
## Residual standard error: 0.452 on 205 degrees of freedom
## Multiple R-squared: 0.267,Adjusted R-squared: 0.263
## F-statistic: 74.6 on 1 and 205 DF, p-value: 1.64e-15

In the regression we see a negative coefficient of -0.0018 SVL and an associated p-value of > 0.001 suggesting we
reject the null hypothesis of no relationship. Thus, we find a significant negative relationship between SVL and growth
rate for foxsnakes. To document this negative relationship in a report we could use the following statement, which
includes the t-value with the associated degrees of freedom (1,205), the R-squared value, and the p-value: “We found

a significant negative relationship between growth rate and snout-vent length for foxsnakes (t

1,205

=-8.64, R

2

=0.27,

p-value=<0.001).”

19



3.2 Categorical predictor variables Row, Lougheed & Bulté; Ecology of Amphibians and Reptiles

3.2 Categorical predictor variables
In the above plot we looked at the relationship between a continuous response variable (growth rate) and continuous
predictor (svl) variable and thus conducted a linear regression analysis. When your predictor variable is a categorical
predictor (i.e., can only take discrete values) we will have to use different plots to summarize the data and conducted
slightly different analyses. Suppose we did not care about the change in growth rate with size, but were interested
in differences between the two different regions (gbi or essex). To visualize the differences we could use a box plot,
which contains information about the distribution and spread for the variables of interest by summarizing the following
information:

The top ‘whisker’ represents either the maximum value or the 3rd quartile plus 1.5 times the interquartile range (Q3 +
1.5*IQR), whichever is smaller. The bottom ‘whisker’ represents either the minimum value or the 1st quartile minus
1.5 times the interquartile range (Q1 – 1.5*IQR), whichever is larger. Using a boxplot function with growth rate as the
response variable and region as the predictor variable we get the following plot:

# graphing parameters

par(mar=c(4, 4, 1, 1))
# box plot showing differences between regions

boxplot(efs$grate~efs$region,ylab="Growth rate (mm/day)",xlab="Region")
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Again this plot helps us visualize the data, but does not give us any statistical answers. Because our predictor is now a
discrete variable we can no longer use a regression analysis and instead we run a t-test where we test a null hypothesis
of no difference in mean growth rate between the two regions.

# conduct t-test

t.test(efs$grate~efs$region)

##
## Welch Two Sample t-test
##
## data: efs$grate by efs$region
## t = -1, df = 80, p-value = 0.1
## alternative hypothesis: true difference in means is not equal to 0
## 95 percent confidence interval:
## -0.2779 0.0425
## sample estimates:
## mean in group essex mean in group gbi
## 0.568 0.686

In this test and plot we can see that growth rates in Essex county appear slightly lower than GBI, but given the
p-value of 0.1 we fail to reject the null hypothesis of no statistical difference between the regions. We could report this
result using the following statement: “We found no significant difference between mean growth rates for foxsnakes in

Essex county and GBI (t

80

=-1.00, p-value=0.1).”

3.3 Categorical predictors and responses
The last major type of analyses you might encounter within your project is when you have a categorical predictor and
response variable. In this case you cannot visualize your data with a scatter plot nor a boxplot. Instead you could use
a mosaic plot that visualizes the proportion of each predictor within each response category. Suppose we wanted to
determine if being a particular sex predisposes an individual to having a blood parasite. Lets first visualize whether
this using a mosaic plot:

# mosaic plot between categorical predictors

plot(efs$parasite~efs$sex,ylab="parasite",xlab="sex")
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It certainly looks like a smaller proportion of females have a blood parasite, but again we need to use a statistical
test to determine if this is case. Because we have a categorical predictor and response we can use a chi-squared test to
determine if there is a statistical difference in the proportions of females and males that have a blood parasite. Below
we first derive a count data frame with the number of individuals of each sex that are infected with a blood parasite
and then use that table in chi-squared test.

# subset full table to only have parasite and sex columns

countdf<-efs[,c("parasite","sex")]
head(countdf)

## parasite sex
## 1 n f
## 2 y m
## 3 y m
## 4 n f
## 5 n f
## 6 y m

# derive count table using the table function

countdf<-table(countdf)
countdf

## sex
## parasite f m
## n 77 41
## y 23 66

# Conduct Chi-squared test on counts dataframe

chisq.test(countdf)

##
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## Pearson's Chi-squared test with Yates' continuity correction
##
## data: countdf
## X-squared = 30, df = 1, p-value = 4e-08

Indeed, we can see from the chi-squared test that we reject the null hypothesis of no difference in proportions of
infected individuals between the sexes. From the mosaic plot we know females have lower proportions of parasites
and thus we could summarize the results with the following statement: “A greater proportion of male foxsnakes were

infected with blood parasites than females (q
1

= 30, p-value < 0.001).”
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